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Abstract
Stakeholder-based ethics analysis is now a formal require-
ment for submissions to top cybersecurity research venues.
This requirement reflects a growing consensus that cyberse-
curity researchers must go beyond providing capabilities to
anticipating and mitigating the potential harms thereof. How-
ever, many cybersecurity researchers may be uncertain about
how to proceed in an ethics analysis. In this guide, we provide
practical support for that requirement by enumerating stake-
holder types and mapping them to common empirical research
methods. We also offer worked examples to demonstrate how
researchers can identify likely stakeholder exposures in real-
world projects. Our goal is to help research teams meet new
ethics mandates with confidence and clarity, not confusion.

1 Introduction

Cybersecurity research is motivated by the goal of improv-
ing the safety, privacy, and integrity of computing systems.
However, the process of conducting and publishing cyberse-
curity research may itself cause harm. Research may expose
sensitive information, disrupt services, violate legal or eth-
ical norms, or enable malicious actors by disclosing tools,
methods, or vulnerabilities. Individual researchers [1] and
academic venues alike have pointed out that ethical consid-
erations in security research are frequently insufficient [2],
perhaps because the authors lack awareness of their work’s
potential ethical implications.

To mitigate these risks, academic venues increasingly re-
quire researchers to engage in ethical analysis. For example,
the USENIX Security 2026 Call for Papers requires that all
submissions include a stakeholder-based ethics analysis on a
dedicated supplemental page [3]. This requirement reflects a
broader expectation that cybersecurity research must account
for its potential harms—not just in methodology, but also in
publication. A core component of this process is identifying
who may be affected by the research. Before we can reason
about effects, we must understand what stakeholders exist,
and how they may be impacted.

We recognize that stakeholder-based ethics analysis is a
new requirement for the cybersecurity research community,
and that not all research teams may be prepared for it. We
prepared this guide to improve our own research process, and
are sharing it to help other research teams get started. We
specifically focus on the first task: identifying stakeholders.
In §2 we define stakeholder-based ethics analysis and special-
ize it to cybersecurity. §3 discusses the interaction between
research methods and the resultant stakeholders. In §4, we pro-
vide worked examples of stakeholder identification connected
to several papers from our lab. Finally, §5 offers guidance
on using this paper during research planning or ethics doc-
umentation, and discusses topics such as the role of ethical
frameworks and the boundaries of responsible research.

This paper is intended as a practical resource for researchers
preparing submissions to USENIX Security and other cyber-
security venues with ethics requirements. Researchers may
use this work to identify relevant stakeholders in their own
studies, understand the kinds of impacts those stakeholders
may experience, and articulate their ethical reasoning in a prin-
cipled and reproducible manner. By grounding ethics analysis
in examples drawn from typical research practice, we aim to
reduce the burden of compliance while increasing the rigor
and utility of ethics statements.

2 Background

We begin by establishing the conceptual foundations of
stakeholder-based ethics analysis, situating it within estab-
lished ethical frameworks and principles that guide computing
research. Building on this foundation, we define the notion of
a stakeholder in this context and present a structured process
for identifying both direct and indirect stakeholders who may
be affected by the research process or its outcomes.

2.1 Ethics Analysis
Ethics in security research requires researchers to systemat-
ically consider who may be affected by their work and how.
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This approach builds on efforts to bring principled ethical
reasoning to computing research. The Menlo Report [4] artic-
ulates four core principles for computing research that were
adapted from biomedical ethics: respect for persons, benef-
icence, justice, and respect for law and public interest [5].
These principles serve as a baseline for evaluating both re-
search procedures and research outputs. Although originally
written for information and communication technology (ICT)
research, the Menlo principles have since been applied and
extended to domains such as adversarial machine learning,
vulnerability research, and platform security [6, 7]. In these
settings, researchers must often weigh tradeoffs between the
public good and individual risk, and stakeholder identification
becomes a necessary foundation for any such analysis.

Recent work by Segal et al. [6] revisits these principles
through the lens of contemporary security research. They
argue that researchers often face ethical tradeoffs with no
clear resolution, such as disclosing a vulnerability versus pre-
venting immediate harm. In these cases, considering multiple
ethical frameworks—consequentialist [8], deontological [9],
or virtue ethics [10]—can yield a more nuanced analysis.
Across all frameworks, however, a common starting point is
the identification of stakeholders: those who are potentially
harmed or benefited by the research.

USENIX Security 2026 adopts this principle explicitly.
Its Call for Papers requires that all submissions include a
stakeholder-based ethics analysis or justify an alternative. The
analysis must describe which stakeholders may be affected by
the research process and by the publication of results [3]. The
assumption is that ethical research begins with the recognition
of who bears the consequences of our work.

Figure 1 illustrates how ethics analysis proceeds in parallel
with the research process. Stakeholder identification begins
as soon as research goals are articulated. Ethical analysis may
influence the proposed methodology, trigger oversight mech-
anisms, or lead to changes in design, execution, or dissem-
ination. When considered early and iteratively, stakeholder
analysis can prevent avoidable harms and support more re-
sponsible research.

Beyond serving as a compliance requirement, ethics anal-
ysis can also strengthen the quality of security research by
clarifying the project’s implicit or under-specified require-
ments. Stakeholder analysis, in particular, forces researchers
to consider the expectations, constraints, and vulnerabilities
of those affected by the work. This analysis may reveal new
goals, assumptions, or failure modes that an attacker might
exploit or a defender might seek to protect. This process nat-
urally complements threat modeling by helping researchers
define the system boundaries, trust assumptions, and attacker
profiles that structure the work [11]. By surfacing these fac-
tors early, ethics analysis may prompt adjustments to data
collection, modeling choices, evaluation metrics, or publica-
tion plans that make the research both more responsible and
more robust. In this way, ethics reflection can function not as

1. Define Research
Goals

2. Propose
Methodology

3. Design & Instrument
(e.g., build system)

4. Execute Study

5. Publish Results

1. Initial Stakeholder Analysis:
Identify all direct and indirect

stakeholders.

2. Analyze Impacts: Who is
affected? Consider nature, scale, and

likelihood of benefits and harms.

3. Identify Ethical Concerns:
Highlight potential ethical dilemmas,

conflicts of interest, or risk areas.

4. Analyze Concerns Using
Ethical Frameworks: Apply ethical

frameworks as tools for thought.
Evaluate the scenario from multiple

perspectives.

5. Write Ethics Statement

Ethics Review?

HALT
Too harmful

RESEARCH
PROCESS

ETHICS ANALYSIS
PROCESS

HALT
Too harmful

Figure 1: Parallel processes of research planning and ethics
analysis. Arrows represent information flow, with feedback
between study execution and mitigation planning. Dark blue
boxes indicate that stakeholder analysis occurs in (at least)
two stages, both during the initial project design (ethics box
1) and during the more detailed design (ethics box 3).

an external constraint, but as a source of epistemic rigor and
design clarity.

2.2 Stakeholder Identification

Definition: Stakeholder
A stakeholder is any person, group, or institution that
can affect, or be affected by, a system or its development,
operation, or analysis [12]. Direct stakeholders interact
with, or are explicitly involved in, the research process
(e.g., as participants or collaborators). Indirect stakeholders
may be affected by the consequences of the research, even
without direct interaction (e.g., through exposure to harms
or the use of resulting technologies) [13].

General concepts and process. Stakeholder identification
is the process of enumerating individuals, groups, and insti-
tutions who may be impacted by a research project. This
includes both “direct stakeholders”—such as study partici-
pants or software maintainers—and “indirect stakeholders”,
such as users of affected systems, vulnerable populations, or
the broader public. The distinction reflects the length and
complexity of the cause/effect pathway between research and
its stakeholders [14]: direct stakeholders are typically affected
through short, observable links to the research process or arti-
facts, while indirect stakeholders may be impacted through
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Table 1: Representative stakeholders in cybersecurity research. Following the definition in §2.2, this table distinguishes typical
direct stakeholders from plausible indirect stakeholders. This particular example distinguishes between direct and indirect
stakeholders by supposing a “systems” project that is improving backend systems and incorporating human factors data from the
systems’ engineering staff.

Stakeholder Description

D
ir

ec
t

Study participants Individuals who actively provide data or behavior during user studies, interviews, surveys, etc.
System operators People or teams responsible for the systems or services being analyzed or measured (e.g., admins of

crawled web services).
Software maintainers Developers of the software or platforms studied for vulnerabilities, bugs, or compliance.
Data subjects Individuals whose personal data appears in datasets, logs, or telemetry used in the study.
The research team The investigators themselves, who may be exposed to legal, professional, or reputational risk.

In
di

re
ct

End users Users of affected systems who may be harmed by exposure, insecurity, or disruptions.
Vulnerable populations Groups disproportionately affected by exploitation or disclosure (e.g., activists, minors, marginalized

communities).
Adversaries Actors who might misuse published results to carry out attacks or bypass controls.
Broader public Society at large, particularly if trust in infrastructure, institutions, or norms may be impacted.
Research community Other researchers who may reuse, replicate, or extend the work and inherit any embedded harms.
Technology community Groups interested in security and technology who may implement or adopt the work and inherit any

embedded harms.
Private Institutions Private organizations, companies, or sponsors whose systems, data, or reputations may be implicated.
Public Institutions Public organizations and governments whose systems, data, or reputations may be implicated.

more diffuse or downstream effects, including the adoption,
misuse, or unintended consequences of research outputs.

In requirements engineering, stakeholder identification is a
foundational step for eliciting system goals, constraints, and
assumptions [12, 15]. Stakeholders are often grouped into
classes such as users, developers, regulators, and operators,
with attention to their influence, interests, and modes of inter-
action [16]. This framing usefully extends to research ethics:
a stakeholder is not merely a data point or source of input, but
an actor with values, expectations, and potential to be harmed
or helped by the research process or its outcomes.

Specialization to Security Research. Security research is
broadly concerned with understanding, analyzing, and im-
proving the trustworthiness of systems, infrastructure, and
users. The U.S. National Institute of Standards and Tech-
nology (NIST) defines cybersecurity as “the process of pro-
tecting information by preventing, detecting, and respond-
ing to attacks” [17]. The 2025 Calls for Papers for IEEE
Symposium on Security and Privacy [18], USENIX Secu-
rity [19], NDSS [20], and ACM CCS [21] all emphasize nov-
elty, rigor, and impact across a diverse set of technical and
human-centered topics.

The global reach and leverage of computing systems mean
that advances can affect people, organizations, and environ-
ments far beyond the original research context. Security and
IT research often must account for adversarial stakehold-
ers—attackers, competitors, deceivers—who may misuse re-

search outputs or be targeted by defensive tools. These prop-
erties blur the boundary between direct and indirect stake-
holders, creating distinctive challenges in security research to
map activities to affected parties:

• Scale and indirectness: Security research can produce ef-
fects far beyond its original scope, as impacts propagate
globally through interconnected systems—often with de-
layed, indirect, or hard-to-trace consequences. For example,
a dataset study may not involve users directly, but could
still expose them to privacy harms via re-identification [22].
These indirect effects challenge traditional notions of in-
formed consent and risk assessment [23].

• Dual-use potential: Research outputs, such as tools,
datasets, and attack techniques, can be used both to defend
and to harm. A novel exploit, even if disclosed responsi-
bly, may inspire malicious actors before defenses are de-
ployed [24]. The longstanding tension between openness
and control in dual-use publication is a central concern in
cybersecurity [25].

• Adversarial response: Unlike many domains, security re-
search exists in an adversarial context, where attackers may
adapt strategically to research disclosures. Published de-
fenses may provoke bypass techniques or trigger new attack
variants [26]. Security researchers must therefore anticipate
not only technical outcomes, but also adversary reactions —
an expectation uncommon in other scientific disciplines.

• Ambiguity in ethical responsibility: The indirect and adver-
sarial nature of security research can obscure who might be
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harmed, and who bears responsibility for preventing or mit-
igating that harm. Attribution is especially difficult: harms
may result from chains of actions involving researchers,
developers, deployers, and adversaries, with no clear line
of causality or control. For example, an insecure design
pattern documented for defensive awareness might later be
incorporated into offensive malware by an unrelated actor.
These ambiguities complicate the mapping from research
decisions to ethical duties [7].
Table 1 presents a canonical set of stakeholder categories

relevant to common types of cybersecurity research. We dis-
tinguish between direct and indirect stakeholders, and include
brief descriptions of each. This list may be extended or refined
depending on the project context, but it provides a baseline
for constructing the ethics section required by the USENIX
Security 2026 CFP. In §4, we will specialize these categories
for example research scenarios.

3 Research Methods & Stakeholder Exposure

To interpret the stakeholder categories in Table 1, we consider
how problem domains and research methods each shape ethi-
cal risk in security studies. Both dimensions influence stake-
holder exposure, but in different ways. For example, studies
on password reuse directly implicate end-users and service
providers, whereas protocol-level vulnerability research more
directly affects software maintainers and operators. Research
methods, in turn, introduce distinct forms of exposure, es-
pecially for direct stakeholders. A quantitative analysis of
software packages and a qualitative interview study may both
examine supply chain security, but in different ways. The
former may reveal vulnerabilities in widely used packages,
increasing opportunities for exploitation, while the latter risks
compromising participants’ privacy or reputation if insider
knowledge about development practices is disclosed. Thus,
problem domains determine who is exposed, whereas research
methods determine how those risks materialize.

To support consistent stakeholder identification across
these various types of research, we organize common secu-
rity research methods into a set of clusters derived from the
SIGSOFT Empirical Standards [27]. Table 2 presents rep-
resentative groupings of methods that interact with similar
kinds of stakeholders. We also provide example security pa-
pers from each group, although note that a single work may
fall into multiple groups.

4 Example Studies and Stakeholder Analysis

To illustrate how the method–stakeholder framework in §3
can be applied in practice, this section presents worked exam-
ples of stakeholder identification for representative security
research studies. Table 3 gives a summary. Each example
includes a concise project description, identifies the research

method(s) and problem domain, and lists the plausible direct
and indirect stakeholders. Where appropriate, we also include
commentary on unusual exposures or particularly salient ethi-
cal concerns. To mitigate concerns about bias or blame, we
only discuss papers whose authors are represented on the
author list of the present guide. We selected papers from a
range of research methods.

These examples are intended to help research teams an-
ticipate the kinds of stakeholder relationships they may en-
counter in their own work. As described in §2, stakeholder
identification is a precursor to further ethical analysis using
frameworks such as deontological, consequentialist, or virtue-
based reasoning (cf. §5.1). We do not aim to perform full
ethics reviews here, but instead to concretely demonstrate the
process of naming and describing stakeholder groups.

4.1 Example A: Software Validation Project

This example represents papers concerned with validating
the security of software. The following analysis is on the
paper “Systematically Detecting Packet Validation Vulnerabil-
ities in Embedded Network Stacks”, which appeared at ASE
2023 [32]. Papers with similar analyses may include [44]
and [45].

4.1.1 Study Overview

Embedded Network Stacks connect critical embedded sys-
tems to external networks. As a result, vulnerabilities in ENS
can be remotely exploited to cause denial of service, arbi-
trary code execution, or physical-world harm. Prior dynamic
analysis based approaches relied on non-deterministic muta-
tions and provided no security guarantees. This work aims
to provide a more systematic dynamic analysis framework to
uncover security vulnerabilities in these critical components.

Problem Domain Detection of security vulnerabilities in
embedded network stacks.

Methods Two methods were applied:
• Corpus Analysis: Analyzed 61 reported vulnerabilities

(CVEs) across six embedded network stacks.
• Tool Design and Evaluation: Designed and evaluated the ef-

fectiveness and performance of EmNetTest, a novel system-
atic testing framework, on real embedded network stacks.

4.1.2 Stakeholder Identification

Direct Stakeholders
• Software maintainers: Developers and maintainers of ENS

studied in the paper (e.g., FreeRTOS, Contiki-ng, lwIP, Pi-
coTCP).
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Table 2: Cybersecurity research methods grouped by examples of direct stakeholders. Method categories are derived from the
SIGSOFT Empirical Standards [27]. Citations in bold are included in the analysis in §4.

Method(s) Description Typical Direct Stakeholders Example Papers

Controlled Experiments, Surveys, Interviews Designed interaction with human partici-
pants to study behavior, decision-making,
or perception.

Study participants [28], [29]

Case Study, Action Research In-depth investigation or intervention in a
real-world system or organization.

Internal developers, administrators, system
maintainers.

[30], [31]

Repository Mining, Corpus Analysis Analysis of public artifacts such as source
code, commits, vulnerability disclosures, or
usage telemetry.

OSS maintainers, contributors, downstream
users.

[32], [33]

Tool Evaluation, Benchmarking Evaluation of tools or techniques against
benchmarks to assess effectiveness, effi-
ciency, or coverage.

Tool developers, analysts, affected system
operators.

[34], [35], [36]

Simulation, Optimization Modeling or optimization of system behav-
ior under constraints or attack scenarios.

Simulated users, designers of real-world
systems, policymakers.

[37], [38]

Longitudinal Studies, Meta-Science Empirical analyses of trends over time or re-
search practices across populations of stud-
ies.

Research community, prior authors, funding
agencies.

[39], [40], [41]

Systematic Review, Replication Reproduction or synthesis of published re-
sults to assess validity, generalizability, or
evidence strength.

Original study authors, readers of syntheses,
methodology developers.

[42], [43]

• The research team: Authors of the work, who may face
legal, professional, or reputational risks associated with
vulnerability discovery and disclosure.

• Adversaries: Malicious actors who could either exploit dis-
closed vulnerabilities before they are patched, or use the
provided security tool to discover new vulnerabilities in
other software products.

Indirect Stakeholders
• System operators: Organizations or engineers integrating

ENSs into their products (e.g.,, IoT device vendors, integra-
tors).

• End users: Individuals using products containing vulnera-
ble ENSs, who could be affected by service disruption or
compromise.

• Broader public: Society at large, where IoT failures may
erode trust in connected technologies or disrupt essential
services.

4.1.3 Ethical Considerations

• Risk of exploiting new vulnerabilities: Publicly providing
descriptions of new vulnerabilities could facilitate exploita-
tion if accessed before affected systems are patched.

• Risk of exploiting other software of similar characteristics:
Adversaries could use the tool designed in this paper to dis-
cover and exploit zero-day vulnerabilities in other network
stacks or embedded software.

4.2 Example B: Empirical Software Security
Study

This example represents papers concerned with empirically
measuring the security of software and the effectiveness of
security tools and techniques. The following analysis is on
the paper “Do Unit Proofs Work? An Empirical Study of
Compositional Bounded Model Checking for Memory Safety
Verification”, which will appear at ICSE 2026 [34]. Papers
with similar analyses may include [46] and [47].

4.2.1 Study Overview

Organizations are increasingly adopting bounded model
checking to verify the memory safety of real software. How-
ever, their methods for creating these “unit proofs” vary and
are prone to errors. This increases the cost of the process and
lead to missed security vulnerabilities. The goal of this work
is to provide an empirical basis for the process to inform other
organizations of the costs and benefits.

Problem Domain Practical compositional bounded model
checking of real software.

Methods This study employed two methods:
• Tool/Technique Evaluation: Evaluated the effectiveness and

the cost of systematic unit proofing for memory safety veri-
fication.

• Corpus Analysis: Analyzed the characteristics of the unit
proofs used to verify real embedded operating systems.
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Table 3: A summary of the stakeholder analysis examples, including example background and resulting stakeholders

Example Context Method Stakeholders

Direct Indirect

A (§4.1) Vulnerability detection in embed-
ded network stacks (ENS), whose
flaws enable remote exploitation.

Corpus analysis of CVEs; tool
design/evaluation on real ENSs

Software maintainers; research
team

System operators; adversaries;
end users; broader public

B (§4.2) Organizations adopt bounded
model checking but their meth-
ods vary and are error-prone,
missing vulnerabilities

Process evaluation; corpus anal-
ysis of unit proofs for embedded
OSs

Software maintainers; research
team

System operators; adversaries;
end users; broader public

C (§4.3) Software signing adoption is un-
even despite mandates, with a
gap in understanding organiza-
tional challenges

Semi-structured interviews with
18 practitioners from 13 organi-
zations

Interview participants; their orga-
nizations; research team; adver-
saries

Other software producers; stan-
dards bodies; software con-
sumers; broader public

D (§4.4) Modern apps rely on dependen-
cies with reachable vulnerabili-
ties, which can be mitigated with
runtime defenses

Corpus analysis of library vulner-
abilities; Zero-Trust Dependen-
cies tool evaluation

System operators; software main-
tainers; research team; adver-
saries

Java maintainers; end users;
broader public

4.2.2 Stakeholder Identification

Direct Stakeholders
• Software maintainers — Maintainers of the studied embed-

ded software (Zephyr, Contiki-ng, RIOT-OS, FreeRTOS)
and bounded model checking tools (CBMC).

• The research team — Authors conducting the study.

Indirect Stakeholders
• System operators: Organizations or engineers integrating

ENSs into their products (e.g.,, IoT device vendors, integra-
tors).

• Adversaries: Malicious actors who could exploit disclosed
vulnerabilities, or be hindered if mitigations are widely
deployed.

• End users: Individuals using products containing vulnera-
ble ENSs, who could be affected by service disruption or
compromise.

• Broader public: Society at large, where IoT failures may
erode trust in connected technologies or disrupt essential
services.

4.2.3 Ethical Considerations

• Risk of exploiting new vulnerabilities: Publicly providing
descriptions of new vulnerabilities could facilitate exploita-
tion if accessed before affected systems are patched.

• Risk of exploiting other software of similar characteristics:
Adversaries could use the tool designed in this paper to dis-
cover and exploit zero-day vulnerabilities in other network
stacks or embedded software.

• Risk of downtime during patching: Recreated defects and
unit-proof results signal patching and deployment risk. Op-
erators may face downtime risks and must plan for timely
updates, regression testing, and staged rollouts to avoid
service disruption while addressing memory-safety issues.

4.3 Example C: Qualitative Study of Organi-
zational Security Practices

This example encompasses studies that investigate and mea-
sure security practices and adoption by organizations. The
following analysis is on the paper “An Industry Interview
Study of Software Signing for Supply Chain Security”, which
was published in USENIX 2025 [28]. Papers with similar
analyses may include [48] and [49].

4.3.1 Study Overview

Industry and regulatory bodies increasingly mandate practices
like software signing, yet adoption in practice remains uneven
and unclear. Existing research has largely focused on tech-
nical measurements of signing prevalence, leaving a limited
understanding of organizational challenges and practitioner
perspectives. This paper addresses that gap by situating sign-
ing within broader industry trends, regulatory pressures, and
real-world production workflows.

Problem Domain This work examines the industrial adop-
tion of Security practices, specifically software supply chain
security practices, focusing on the role and challenges of soft-
ware signing in ensuring provenance and integrity of artifacts.

Methods Interviews: The study employed a semi-structured
qualitative interview instrument with 18 senior security prac-
titioners from 13 organizations. Responses were analyzed
using thematic and framework analysis (with the Software
Supply Chain Factory Model as a reference) to examine four
concerns in software signing adoption — real-world prac-
tices, implementation challenges, perceived importance, and
the influence of standards, regulations, and security incidents.
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4.3.2 Stakeholder Identification

Direct Stakeholders
• Interview Participants: Practitioners who take part in the

study may be at risk if their identities are not properly
anonymized, as their participation could unintentionally
reveal organizational practices. This exposure may lead to
reputational or professional risks if flaws or poor practices
are highlighted in the research.

• Organizations of participating practitioners: Organizations
whose employees participated in this study may face rep-
utational or regulatory scrutiny, or even security risks to
their signing infrastructure, if weaknesses in their policies
or practices are revealed. These risks are heightened if the
identities of participating organizations are not properly
anonymized.

• The research team: Responsible for accurate representa-
tion and avoiding overgeneralization. They must balance
transparency with the risk that exposing gaps could inad-
vertently harm the organizations studied or aid adversaries.
In addition, they face potential legal implications if partic-
ipant identities or organizational details are inadvertently
disclosed, violating confidentiality agreements or data pro-
tection regulations.

• Adversaries: Could exploit weak or absent signing, and
may benefit from publicized research findings if disclosures
are not carefully managed. Risks increase if the identities
of participating organizations or practitioners are revealed,
providing attackers with more direct targets.

Indirect Stakeholders
• Other software producing-organizations adopting signing:

Beyond the companies directly participating in this study,
other organizations that rely on software signing may also
face indirect concerns if the research highlights weaknesses
in current implementations. Such findings could expose
gaps in industry practices, leading to reputational harm,
regulatory pressure, or increased scrutiny of their signing
infrastructures.

• Standards organizations: Bodies that produce guidelines for
software signing may be indirectly affected if the research
exposes gaps or ambiguities in existing standards. Such
findings could challenge their credibility, but also create
pressure to revise or strengthen their recommendations.

• Software consumers: Individuals and organizations relying
on signed software products may lose confidence in the
trustworthiness of signing mechanisms if research findings
highlight serious flaws. While such disclosures could ulti-
mately improve long-term security, they also risk short-term
confusion or distrust among users.

• Broader public: Broader society may be affected if research
reveals systemic weaknesses in software signing that un-
dermine trust in critical digital infrastructure. Public con-
fidence in software supply chain security could be eroded,

potentially discouraging the adoption of secure technolo-
gies or fueling fear around the safety of connected products.

4.3.3 Ethical Considerations

• Risk of reputational harm: Publicly highlighting organiza-
tional shortcomings in signing practices could damage trust
in individual companies or entire sectors if anonymity is
not carefully maintained.

• Risk of aiding adversaries: Detailed descriptions of weak
or absent signing may be misused by attackers to identify
and exploit unprotected software supply chains.

• Risk to participants: Interviewees may face professional or
organizational consequences if their responses are linked
back to them, raising concerns about privacy and proper
anonymization.

• Regulatory and compliance exposure: Findings could in-
crease external scrutiny on organizations, potentially trig-
gering audits, penalties, or stricter mandates if deficiencies
are publicized.

• Power dynamics: Practitioners who participated in inter-
views may not have decision-making power over signing
adoption, yet their responses could still expose organiza-
tional vulnerabilities or poor practices outside their control.

• Societal trust: Revealing widespread issues in signing im-
plementations could reduce public confidence in software
ecosystems and critical infrastructure that rely on them,
even as the research aims to improve overall security.

4.4 Example D: Design for Security Defense
This example represents papers that introduce new architec-
tures and designs for preventing vulnerability exploitation.
The following analysis is on the paper “ZTD-Java: Mitigating
Software Supply Chain Vulnerabilities via Zero-Trust Depen-
dencies”, which appeared at ICSE 2025 [37]. Papers with
similar analyses may include [50], [51], and [52].

4.4.1 Study Overview

Modern applications rely heavily on third-party dependencies.
As a result, they are susceptible to any reachable vulnerabili-
ties within these libraries. Prior defenses were insufficient as
they did not enforce zero-trust principles on the dependencies.
This paper defines and measures the effect of a Zero-Trust
Architecture approach as applied to runtime dependencies.

Problem Domain Preventing exploitation of vulnerabilities
in third-party dependencies.

Methods We applied two distinct methods in this study:
• Corpus Analysis: This paper analyzed vulnerabilities in

third-party libraries, popular third-party libraries, and a
benchmark of real applications that use third-party libraries.
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• Tool Evaluation: This paper presented a system design and
prototype for preventing vulnerability exploitation and eval-
uated its effectiveness, performance overhead, and the con-
figuration effort it requires.

4.4.2 Stakeholder Identification

Direct Stakeholders
• System operators: Organizations deploying software that

incorporates third-party dependencies. ZTD-Java provides
them with the tool to protect their application from vulnera-
ble dependencies.

• Software maintainers - Maintainers of the vulnerable third-
party libraries studied in the paper.

• The research team: Authors of the work, who may face
technical, professional, or reputational risks associated with
proposing security defenses.

• Adversaries: Malicious actors who attempt to exploit soft-
ware applications through vulnerable dependencies.

Indirect Stakeholders
• Java maintainers: Maintainers of the Java language and the

Java Development Kit.
• End users: Individuals and enterprises relying on software

that uses third-party dependencies, whose security and pri-
vacy could be compromised by supply chain attacks.

• Broader public: Society at large, whose services, security,
and privacy can be impacted by large-scale software supply
chain compromises.

4.4.3 Ethical Considerations

• For maintainers of studied vulnerable libraries: By studying
vulnerabilities in third-party libraries, maintainers of these
libraries may face additional reputational and legal risks.

• For adversaries: Malicious actors can get motivation and in-
sight from this paper to attack applications using vulnerable
third-party libraries.

• For the research team: The research team can face legal
and reputational risks if the proposed security defenses are
misconfigured or cause functional errors when deployed in
applications.

5 Discussion

Many papers and treatises have been written on the topic of
ethics analysis in the context of cybersecurity. We contribute
some of our own thoughts here: next steps for research teams
after stakeholder analysis (§5.1); whether “doing no harm”
might lead to a chilling effect (§5.2); and the relation between
ethics analysis and the standard sections on limitations and
threats to validity (§5.3).

5.1 From Stakeholder Identification to Ethics
Analysis

This paper is intended to help research teams respond to the
ethics requirements described in the USENIX Security 2026
Call for Papers [19], which mandates a stakeholder-based
ethics analysis. By identifying stakeholder categories and
providing method-informed guidance, we aim to support re-
searchers in preparing a rigorous and transparent ethics sec-
tion. Although our examples focus on stakeholder identifica-
tion, we recognize that a complete ethics analysis will also
involve reasoning about benefits, harms, and justifications
for study design and publication. To that end, we encourage
researchers to engage with relevant ethical frameworks.

Several traditions in moral philosophy can help guide rea-
soning about research ethics. A consequentialist approach
evaluates actions based on outcomes, aiming to maximize ben-
efit and minimize harm. A deontological approach emphasizes
duties and rights, such as respecting consent and autonomy,
even when outcomes are favorable. Virtue ethics focuses on
the character and intentions of the researcher. These perspec-
tives can reinforce each other or reveal tensions, especially
when stakeholder interests conflict. We refer the reader to
The Menlo Report and to recent work articulating how these
frameworks apply in cybersecurity research [4, 6].

We further acknowledge that stakeholder identification is
not a one-time process. Stakeholders are embedded within
broader sociotechnical and institutional contexts, and their
roles and relevance often emerge through their interactions
with others. Analyzing these interactions through the ethi-
cal analysis process can reveal additional stakeholders who
may not be apparent when stakeholders are considered in
isolation. Thus, a comprehensive stakeholder identification
process must occur iteratively with ethical analysis in order
to accurately account for the stakeholder relationships.

We also note that ethical expectations may vary across insti-
tutional, national, and cultural contexts. Security researchers
often work in multinational teams or study systems deployed
globally. Therefore, it may be appropriate to frame stake-
holder analysis within broader cultural values or legal systems.
Prior work in engineering ethics and intercultural competence,
including frameworks by Hofstede et al. [53] and analyses
by Zhu et al. [54, 55], argues that ethical decision-making is
shaped by societal norms about authority, risk, and responsi-
bility.

5.2 Should Cybersecurity Researchers Do No
Harm?

We reflect briefly on the assertion, implicit in the USENIX
ethics policy, that cybersecurity research should not cause
harm. This aligns with ethical norms in human subjects re-
search and the broader computing community. Yet security
research often involves adversarial contexts in which some
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stakeholder (e.g., malicious actors) may be harmed by design.
Moreover, some research may produce tools or knowledge
that are dual-use. In such cases, the justification to proceed
must be made cautiously and transparently, weighing harm
to some against protection for others. The researcher’s role is
not to avoid discomfort altogether, but to act with deliberation
and integrity in anticipating and mitigating harms.

Why has this shift toward formalized ethics analysis oc-
curred now? The recent USENIX Security policy likely re-
sponds, at least in part, to high-profile controversies in the
field. One notable example is the retraction of the paper “On
the Nature of Hypocritical Commits” [56] from IEEE S&P,
which sparked sustained debate about consent, deception, and
the ethical treatment of software developers. Such cases make
clear that security research can cause real harm—and that
ethical oversight is necessary to maintain trust within the
community and with the public.

While we do not oppose ethics standards, we also cau-
tion the research community against too abruptly shifting
away from adversarial research. Adversaries are at the heart
of the discipline of cybersecurity. Their capabilities are
rapidly evolving, and there are active threats from both state-
sponsored actors (e.g., APT29 “Cozy Bear” [57], China’s
PLA Unit 61398 [58], the US NSA [59], and Israel’s Unit
8200 [60], to name but a few) and criminal syndicates operat-
ing via the dark web [61]. These actors are not constrained by
ethical review boards nor principles of research beneficence.
If ethical mandates prevent researchers from exploring or dis-
closing certain risks, there is a real danger that defenders will
be (further) outpaced by attackers. Ethical caution must be
balanced with the imperative to understand, anticipate, and
mitigate emerging threats.

In short: These ethics mandates must not create a chilling
effect on cybersecurity research. Rather, it should enable
researchers to proceed conscientiously, with awareness of the
possible harms and a commitment to act with integrity. We
hope our guide supports that confidence, both by helping re-
searchers think carefully about whom their work may affect,
and how; and by helping peer reviewers perform pragmatic as-
sessments of harms to real stakeholders rather than overblown
hypothetical ones.

5.3 Ethics Analysis vs. Limitations and
Threats to Validity

Stakeholder ethics analysis is distinct from, but complemen-
tary to, the “Limitations” and “Threats to Validity” sections
found in many computing research papers. Those sections
typically address the extent to which the research findings
are generalizable, robust, or methodologically sound. They
are primarily epistemological in focus: concerned with what
we can know from the results and how confidently we can
make claims. In contrast, ethics analysis is normative: it ad-
dresses what the researchers ought to do, what harms may

arise, and what responsibilities they bear to others. Whereas a
limitations section might admit that a study lacks ecological
validity or statistical power, an ethics section should explain
whether stakeholder interests were acknowledged and pro-
tected. Ethics analysis is structured not by research method
alone but by the broader impact context of the work, and it
is likely to include reflection on value-laden choices, such as
whether to proceed with a study, disclose results, or dissemi-
nate findings responsibly.

6 Conclusion

Security research is conducted in a high-stakes, adversarial
environment where ethical missteps can cause real harm—or
prevent meaningful progress. In response to evolving expecta-
tions from the research community, we have presented a prac-
tical guide to stakeholder identification, grounded in empirical
methods and accompanied by illustrative examples. Our goal
is to help researchers anticipate who might be affected by their
work and understand how methodological choices influence
ethical exposure.

This guide may be used during project ideation, IRB prepa-
ration, or ethics section drafting. It may also assist reviewers
and institutional reviewers in evaluating the completeness and
clarity of submitted ethics analyses. Ultimately, we hope it
enables thoughtful engagement with ethics without drifting
into an overly restrictive “do no harm” mindset—one that
might hinder critical inquiry rather than improving it.
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