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Token Turing Machines + ViTs = Efficient ViTs ImageNet 1K, 56% faster
Vision Transformers (ViTs) have quadratic
complexity with respect to input size.

Background

Computational costs can be reduced by
processing fewer tokens but this
compromises accuracy.

Contributions
A novel efficient memory-augmented ViT
(ViTTM) with competitive accuracy-latency
trade-offs for classification and segmentation.

A comprehensive ablation exploring various
designs and identify key decisions that
impact the quality of the architecture.

Paper Code

Measured on the ADE20K dataset using Segmenter.

Semantic Segmentation, +94% FPS


